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Overview of Lecture

Utility-Based Agents (Previous lecture)
q Sequential decision problems incorporate utilities, uncertainty, and sensing, 

and include search and planning problems as special cases.
q Consider the algorithms for MDPs, and the algorithms for solving POMDPs.

Probabilistic Programming (This lecture)
q Explain the idea of universal languages for probabilistic knowledge 

representation and inference in uncertain domains.
q Two routes to introducing expressive power into probability theory (PPL)

§ Logic: Language that defines probabilities over first-order worlds.
§ Traditional programming languages: Programs as probability models.
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Two Probability Models

This lecture will deal with two probability models:

q Relational Probability Model (RPM): Probability model on world derived 
from the database semantics for first-order languages.

q Open-Universe Probability Model (OUPM): Build on the full semantics of 
first-order logic, allowing of new kinds of uncertainty such as identity and 
existence uncertainty.
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Example of a Probability Model

Example: Reading text
q The figure below shows 24 degraded images produced by executing the 

generative program.
q The number of letters, their identities, the amount of noise, and the specific 

pixel-wise noise are all part of the domain of the probability model.
q The Markov model for letters typically yields sequences of letters that are 

easier to pronounce.

<출처> Stuart J. Russell and Peter Norvig (2021). Artificial Intelligence: A Modern Approach (4th Edition). Pearson
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General Overview

q Relational Probability Models (RPMs)
§ Definition and assumptions
§ Example: Online book retailer

q Open-Universe Probability Model (OUPM)
§ Sybils and sybil attack
§ Types of uncertainties

q Probability Models
§ Probabilistic Programming Languages (PPLs)
§ Generative program
§ Execution trace
§ Example of optical character recognition model
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14.1 Relational Probability Models (1/5)

What is wrong with first-order models?
Ø For a first-order probability model, we need a set of objects, an interpretation, 

predicate symbols, and function symbols. 
Ø We can obtain the probability of any first-order logic sentence as a sum over 

the possible worlds where it is true.
§ 𝑃 𝜙 = ∑!:# $% &'() $* !𝑃(𝜔)

Ø Conditional probabilities 𝑃 𝜙|𝐞 can be obtained similarly.
Ø However, the set of first-order models is infinite.
Ø This means that (1) the above equation could be infeasible, (2) specifying a 

complete, consistent distribution over an infinite set of worlds could be very 
difficult.
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14.1 Relational Probability Models (2/5)

Relational Probability Model (RPM)
Ø Relational probability models (RPMs) define probability models on world 

derived from the database semantics for first-order languages.
Ø RPMs provide very concise models for worlds with large numbers of objects and can handle 

relational uncertainty.

Ø Two assumptions borrowed from as the database semantics:
(1) Unique name assumption
(2)  Domain closure – there are no more objects beyond those that are named

Ø Note: Unlike database semantics, the semantics of RPMs do not make the 
closed-world assumption.
§ In a probabilistic reasoning system, we can’t just assume that every unknown fact is false.
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14.1 Relational Probability Models (3/5)

Syntax and semantics
Ø Example: Online Book Retailer
Suppose that an online book retailer would like to provide overall evaluations of products based on 
recommendations received from its customers.

𝑅𝑒𝑐𝑜𝑚𝑚𝑒𝑛𝑑𝑎𝑡𝑖𝑜𝑛 𝑐, 𝑏 ~ 𝑅𝑒𝑐𝐶𝑃𝑇(𝐻𝑜𝑛𝑒𝑠𝑡 𝑐 , 𝐾𝑖𝑛𝑑𝑛𝑒𝑠𝑠 𝑐 , 𝑄𝑢𝑎𝑙𝑖𝑡𝑦(𝑏))

<출처> Stuart J. Russell and Peter Norvig (2021). Artificial Intelligence: A Modern Approach (4th Edition). Pearson

𝐻𝑜𝑛𝑒𝑠𝑡: 𝐶𝑢𝑠𝑡𝑜𝑚𝑒𝑟 → 𝑡𝑟𝑢𝑒, 𝑓𝑎𝑙𝑠𝑒
𝐾𝑖𝑛𝑑𝑛𝑒𝑠𝑠: 𝐶𝑢𝑠𝑡𝑜𝑚𝑒𝑟 → 1,2,3,4,5
𝑄𝑢𝑎𝑙𝑖𝑡𝑦: 𝐵𝑜𝑜𝑘 → 1,2,3,4,5
𝑅𝑒𝑐𝑜𝑚𝑚𝑒𝑛𝑑𝑎𝑡𝑖𝑜𝑛:

𝐶𝑢𝑠𝑡𝑜𝑚𝑒𝑟 × 𝐵𝑜𝑜𝑘 = {1,2,3,4,5}
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14.1 Relational Probability Models (4/5)

Syntax and semantics (cont’d)
Ø There is one dependency statement for each function, where each argument 

of the function is a logical variable. For example,

𝐻𝑜𝑛𝑒𝑠𝑡 𝑐 ~ < 0.99,0.01 >
𝐾𝑖𝑛𝑑𝑛𝑒𝑠𝑠 𝑐 ~ < 0.1,0.1,0.2,0.3,0.3 >
𝑄𝑢𝑎𝑙𝑖𝑡𝑦 𝑏 ~ < 0.05,0.2,0.4,0.2,0.15 >

<출처> Stuart J. Russell and Peter Norvig (2021). Artificial Intelligence: A Modern Approach (4th Edition). Pearson

𝑅𝑒𝑐𝑜𝑚𝑚𝑒𝑛𝑑𝑎𝑡𝑖𝑜𝑛 𝑐, 𝑏 ~𝑅𝑒𝑐𝐶𝑃𝑇 𝐻𝑜𝑛𝑒𝑠𝑡 𝑐 , 𝐾𝑖𝑛𝑑𝑛𝑒𝑠𝑠 𝑐 , 𝑄𝑢𝑎𝑙𝑖𝑡𝑦 𝑏

§ 𝑅𝑒𝑐𝐶𝑃𝑇 is a separately defined conditional probability table with 2 x 5 x 5 = 50 rows.
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14.1 Relational Probability Models (5/5)

Syntax and semantics (cont’d)
Ø We can refine the model by asserting a context−specific independence.

𝑅𝑒𝑐𝑜𝑚𝑚𝑒𝑛𝑑𝑎𝑡𝑖𝑜𝑛 𝑐, 𝑏 ~ 𝐢𝐟 𝐻𝑜𝑛𝑒𝑠𝑡 𝑐 𝐭𝐡𝐞𝐧
𝐻𝑜𝑛𝑒𝑠𝑡𝑅𝑒𝑐𝐶𝑃𝑇 𝐾𝑖𝑛𝑑𝑛𝑒𝑠𝑠 𝑐 , 𝑄𝑢𝑎𝑙𝑖𝑡𝑦 𝑏

𝐞𝐥𝐬𝐞 0.4,0.1,0.0,0.1,0.4

𝑅𝑒𝑐𝑜𝑚𝑚𝑒𝑛𝑑𝑎𝑡𝑖𝑜𝑛 𝑐, 𝑏 ~ 𝐢𝐟 𝐻𝑜𝑛𝑒𝑠𝑡 𝑐 𝐭𝐡𝐞𝐧
𝐢𝐟 𝐹𝑎𝑛 𝑐, 𝐴𝑢𝑡ℎ𝑜𝑟 𝑏 𝐭𝐡𝐞𝐧 𝐸𝑥𝑎𝑐𝑡𝑙𝑦(5))
𝐞𝐥𝐬𝐞 𝐻𝑜𝑛𝑒𝑠𝑡𝑅𝑒𝑐𝐶𝑃𝑇 𝐾𝑖𝑛𝑑𝑛𝑒𝑠𝑠 𝑐 , 𝑄𝑢𝑎𝑙𝑖𝑡𝑦 𝑏

𝐞𝐥𝐬𝐞 0.4,0.1,0.0,0.1,0.4

<출처> Stuart J. Russell and Peter Norvig (2021). Artificial Intelligence: A Modern Approach (4th Edition). Pearson

𝐻𝑜𝑛𝑒𝑠𝑡 𝑐 is a random variable



14.2 Open-Universe Probability 
Models
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14.2 Open-Universe Probability Models (1/4)

Why open-universe probability model (OUPM)?
Ø Database semantics was appropriate for situations in which we know the set of 

relevant objects that exist and can identify them unambiguously. 
Ø In many real world settings, however, this assumptions are simply untenable.

§ There are several ISBNs corresponding to hardcover, paperback books
§ A customer can have many IDs. These IDs are called sybils and their use to confound a reputation system 

is called a sybil attack.

Ø For example, online domain involves two types of uncertainties:
§ Existence uncertainty: What are the real books underlying the observed data?
§ Identity uncertainty: Which logical terms really refer to the same object?

Ø We need to define an open-universe probability model (OUPM) based on the standard 
semantics of first-order logic. A language for OUPMs provide a way of easily writing 
such models while guaranteeing a unique, consistent probability distribution over the 
infinite space of possible worlds.
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14.2 Open-Universe Probability Models (2/4)

Open-Universe Probability Model
Ø Open-universe probability models (OUPMs) build on the full semantics of first-order logic, 

allowing for new kinds of uncertainty such as identity and existence uncertainty.

Ø Suppose the number of customers is uniform as follows:
# 𝐶𝑢𝑠𝑡𝑜𝑚𝑒𝑟 ~ 𝑈𝑛𝑖𝑓𝑜𝑟𝑚𝐼𝑛𝑡(1,3)
# 𝐵𝑜𝑜𝑘 ~ 𝑈𝑛𝑖𝑓𝑜𝑟𝑚𝐼𝑛𝑡(2,4)

Ø Honest customer have one ID, whereas dishonest customers have 2 to 5 IDs:
# 𝐿𝑜𝑔𝑖𝑛𝐼𝐷 𝑂𝑤𝑛𝑒𝑟 = 𝑐 ~𝐢𝐟 𝐻𝑜𝑛𝑒𝑠𝑡 𝑐 𝐭𝐡𝐞𝐧 𝐸𝑥𝑎𝑐𝑡𝑙𝑦 1

𝐞𝐥𝐬𝐞 𝑈𝑛𝑖𝑓𝑜𝑟𝑚𝐼𝑛𝑡(2,5)
§ The number of statement specifies the distribution over the number of

Login IDs for which customer c is the owner.
§ The Owner function is called an origin function.
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14.2 Open-Universe Probability Models (3/4)
OUPM for
the book 
recommendation 
example
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14.2 Open-Universe Probability Models (4/4)

Inference in Open-Universe Probability Model
Ø Due to huge unbounded Bayes net, performing exact inference in impractical.
Ø Instead, we must consider approximate inference algorithms (i.e. MCMC)
Ø The standard “use case” for an OUPM has three elements: 

• Model
§ Every model includes type declarations, type signatures, number statements for each type, and 

dependency statements.
• Evidence

§ Known facts in a given scenario
• Query

§ Any expression with free logical variables
Ø The answer is a posterior joint probability for each possible set of substitutions for the free 

variables, given the evidence, according to the model.
Ø Dependency statements use an if-than-else syntax to handle context-specific dependencies.



14.3 Keeping Track of a Complex 
World
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14.3 Keeping Track of a Complex World (1/3)

Basic concept
Ø When two or more objects generate an observation, there is a possibility of 

uncertainty about which object generated which observation.
Ø The uncertainty is called identity uncertainty.
Ø In the control theory literature, this is the data association problem.

§ The problem of associating observation data with the objects that 
generated them.

Ø We will cover two examples of data association problem.
§ Multitarget tracking
§ Traffic monitoring
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14.3 Keeping Track of a Complex World (2/3)

Example 1: Multitarget Tracking
Ø Two aircraft, 𝐴! and 𝐴", generate blips.

§ 𝐴! and 𝐴" are guaranteed objects.
§ True positions: 𝑋(𝐴!, 𝑡) and 

𝑋(𝐴", 𝑡)
Ø The key difference between this model 

and Kalman filter is that there are two 
objects producing blips.

Ø This means that there is uncertainty at 
any given time step about which object 
produced with readings.

Ø It assumes that the first observation 
arrives at 𝑡 = 1 and each aircraft move 
independently according to a known 
transition model.

<출처> Stuart J. Russell and Peter Norvig (2021). Artificial 
Intelligence: A Modern Approach (4th Edition). Pearson
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14.3 Keeping Track of a Complex World (3/3)

Example 2: Traffic Monitoring
Ø Two goals:

(1) Estimating the time it takes, 
under certain traffic conditions.
(2) Measuring vehicles demand.

Ø Both goals require solving data 
association problem with cameras 
and vehicles per hour.

Ø Data association is essential for 
keeping track of a complex world.
§ Without data association we 

cannot combine multiple 
observations of any given 
object.

<출처> Stuart J. Russell and Peter Norvig (2021). Artificial 
Intelligence: A Modern Approach (4th Edition). Pearson
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14.4 Programs as Probability Models (1/6)

Probabilistic Programming Language (PPL)
Ø Probabilistic Programming Languages (PPLs): Probability models can be 

defined using executable code in any programming language with a source of 
randomness. 
Ø PPLs inherit expressive power of the underlying language, including data 

structures, recursion, and higher-order functions.
Ø Many PPLs are computationally universal.

§ Can represent any probability distribution that can be sampled from by a probabilistic 
Turing machine that halts.

Ø Generative programs are representations of probability models as executable 
programs in probabilistic programming language (PPL).
Ø A generative program represents a distribution over execution traces of the program.
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14.4 Programs as Probability Models (2/6)

Syntax and semantics
ØGenerative program: Executable 

program in which every random 
choice defines a random variable 
in an associated probability model.

ØExecution trace: A sequence of 
possible values for the random 
choices.

OUPM to Generative Program
Ø It is computationally 

straightforward to convert any 
OUPM into a corresponding 
generative program.

ØThe main work that the generative 
program needs is to create data 
structures that represent the 
objects, functions, and relations of 
the possible world in an OUPM.
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14.4 Programs as Probability Models (3/6)

Inference results
Ø Figure 18.13 shows degraded image along with results from three independent MCMCs.
Ø For each run, demonstrate a rendering of the letters contained in the trace after stopping Markov 

chain.
Ø Result shows that posterior distribution is highly concentrated on the correct interpretation.

<출처> Stuart J. Russell and Peter Norvig (2021). Artificial Intelligence: A Modern Approach (4th Edition). Pearson



26 / 29

14.4 Programs as Probability Models (4/6)

Inference results (cont’d)
Ø Figure 18.14 shows inference results on more challenging input.
Ø Although MCMC inference appears to have converged on the correct number of 

letters, there is uncertainty about some letters.

<출처> Stuart J. Russell and Peter Norvig (2021). Artificial Intelligence: A Modern Approach (4th Edition). Pearson
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14.4 Programs as Probability Models (5/6)

Improving the generative program to incorporate a Markov model
Ø PPLs are modular in a way that makes it easy to explore improvements.
Ø GENERATE-MARKOV-LETTERS() uses a Markov model that draws each letter

with transition probabilities estimated from a reference list of English words.

<출처> Stuart J. Russell and Peter Norvig (2021). Artificial Intelligence: A Modern Approach (4th Edition). Pearson
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14.4 Programs as Probability Models (6/6)

Inference in generative programs
Ø Exact inference in generative programs is usually prohibitively expensive.
Ø However, it is easy to see the performance of rejection sampling.

§ Step 1. Run the program.
§ Step 2. Keep just the traces that agree with the evidence.
§ Step 3. Count the different query answers found in those traces.

Ø Likelihood weighting is also straightforward.
§ For each generated trace, keep track of the weight of the trace by 

multiplying all the probabilities of the values observed along the way.
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Summary
1. Relational probability models (RPMs) define probability models on world derived from 

the database semantics for first-order languages.
2. Given an RPM, the object in each possible world correspond to the constant symbol in 

the RPM, and the basic random variables are all possible instantiations of the predicate 
symbols with objects replacing each argument.

3. RPMs provide very concise models for worlds with large numbers of objects and can 
handle relational uncertainty.

4. Open-universe probability models (OUPMs) build on the full semantics of first-order 
logic, allowing for new kinds of uncertainty such as identity and existence uncertainty.

5. Generative programs are representations of probability models as executable programs 
in probabilistic programming language (PPL).

6. A generative program represents a distribution over execution traces of the program.
7. PPLs typically provide universal expressive power for probability models.


